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Abstract
In this paper we describe the SMS data integration platform (http://sms.risis.eu), the technical
core within the RISIS data infrastructure for Science. Technology and Innovation Studies
(STI). The aim of the platform is to produce richer data to be used in social research –
through the integration of heterogeneous datasets, ranging from tabular statistical data to
unstructured data found on the Web. We outline the platform’s architecture and functions. An
example shows how the platform enables data integration in practice. In another example we
illustrate how the platform can create and adapt alternatives to the OECD Functional Urban
Areas (FUAs) by integrating data from multiple up-to-date open data sources.

1. Introduction
In this paper we describe the Semantically Mapping Science (SMS) data integration platform
for STI data using semantic web technology and focusing on (but not restricted to) linked
open data (Beek et al 2016). Figure 1 shows the basic architecture we will describe in more
detail in this paper.
Why is such infrastructure needed? Up to now, STI studies are either rich but small scale
(qualitative case studies) or large scale and under-complex – because they generally use only
a single dataset like Patstat, Scopus, WoS, OECD STI indicators, etc., and therefore
deploying only a few variables – determined by the data available. However, progress in the
STI research field depends in our view on the ability to do large-scale studies with often many
variables specified by relevant theories: There is a need for studies which are at the same time
big and rich. To enable that, combining and integration of STI data and beyond is needed – in
order to exploit the huge amount of data that are ‘out there’ in an innovative and meaningful
way. That is why the core of the infrastructure is the conversion of different datasets in the
same open format: from tabular data, text data and web data to RDF (Resource Description
Framework) data (Beek et al 2016).
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Figure 1: the basic SMS architecture
This emphasis on data integration is also visible in other research fields. That enables us to
build a data infrastructure partly by reusing existing tools. Within the RISIS project we
develop the SMS platform for data integration and data enrichment by combining those
existing tools with specific tools newly developed for the STI field. The SMS platform is
partly implemented; we aim at providing a complete beta version later this year, as part of the
RISIS science and innovation studies data infrastructure (www.risis.eu). Below we first
describe the architecture and then the different functions that the SMS platform offers. From
the user perspective the front end of the system is important: the interfaces that enable to
retrieve the data, the services that enrich and interlink data, and the applications that analyse
and visualize the data. The integration and refinement of linked open data source is important
from the perspective of developers, knowledge engineers, and policy makers. The datasetlinking and geo-location functions are both illustrated by a case.
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2. Architecture of the SMS platform
As shown in Figure 1, the SMS platform has a layered design; from data sources (bottom) to
data services and functions for end-user (top). We describe the layers starting from the bottom
layer and ending with the top layer in the sections below.

Access Control Points
We are dealing with three types of datasets within the RISIS project:
●

●
●

Private (RISIS) Datasets.
These datasets contain private, confidential, and/or sensitive data or data for which a
specific permission or subscription is required.
Public RISIS Datasets.
These datasets can be exposed openly to users for research purposes.
Public Open Data.
These are all available public data on the Web, which can be integrated with current
RISIS datasets for the sake of disambiguation or enrichment.

Access Control Points are gatekeepers between the SMS-RISIS platform and the available
datasets. They provide two main features:
●

●

How to get access to data?
The data on RISIS is stored in different heterogeneous formats (e.g. Excel, CSV
(Comma-Separated Values), Microsoft Access, SQL (Structured Query Language),
RDF, etc) and by different storage systems. Access Control Points will provide
standard interfaces which will reduce technical difficulties of accessing data.
How to control and manage access to data?
There are different levels of accessing data. One can only access specific entity types
or attributes of a certain dataset. Access Control Points will provide a mechanism to
coordinate access to data based on the user role and the dataset owner’s requirements.

Data Conversion
RDF (as Linked Data standard) is the main data model used within the SMS platform. In
order to process data in SMS, all the incoming data need to be converted to RDF. This is done
by incorporating existing RDB-to-RDF (Relational DataBase-to-RDF) tools or by developing
custom mappings and conversion mechanisms.

Data Storage
Once the data is converted to RDF, SMS platform will use Triple stores as efficient ways of
storing Linked Data in the platform. The graph-based storage will provide the context for data
interlinking and querying.

Data Integration
Within the SMS platform, different disambiguation mechanisms will be applied to the stored
RDF data to create links between different datasets. The links will be added back to the
storage system together with their specific justification.
3

Web Services
The interlinked data provides a basis for running data integration queries. These queries are
written in SPARQL (SPARQL Protocol and RDF Query Language). In order to simplify
access to the result of data integration, a set of services with standard interfaces are provided.

Applications
In order to demonstrate the functionality of SMS Linked Data Web services in specific
domains, a set of applications are built on top of SMS services. In the next sections of this
paper, we will describe some of these applications.

3. Functions of SMS platform
Preprocessing heterogeneous data
Figure 2 shows how the platform supports pre-processing and conversion of data into the
RDF standard for linked open data. For example, PDF files can be converted into TXT (text)
files, and through Named Entity Recognition web service relevant entities like people,
organizations, countries, etc. are identified.

Figure 2: From heterogeneous data to RDF
Additional text processing (e.g., term extraction) may identify attributes. Structured data (e.g.,
Microsoft Excel files) are parsed, cleaned, and then converted into RDF. A concrete example
is recognizing research institutions and universities in a researcher’s CV (Curriculum vitae),
using name recognition by linking the CV to databases with background knowledge such as
DBpedia. The resulting data are then converted into RDF.
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Linking datasets
The next step is linking the data. If entity identifiers are available, the linking is easy. If not, a
variety of techniques can be used, from (fuzzy) string matching to deploying attributes
available in the different databases. If names occur in different languages, resources like
DBpedia can be used to match. If two entities have different names, but similar other
characteristics (such as geo-location), they may be in fact the same entity.
However, whether entities are considered the same, depends on the perspective: sometimes
two organizations (e.g. departments) can be the same – because they are parts of the same
organization (university). But if one wants to compare departments, this is not anymore the
case: the departments then need to be considered as different organizations. We are currently
experimenting with a series of datasets on research organizations, in order to compile basic
reference sets of research organizations. This is done through interlinking different datasets
through knowledge resources on the web (Figure 3).

Figure 3: Linking data through web knowledge resources.

Linking data in practice - An example
In a project we investigated whether gender of applicants influences the grant decision. In
order to answer that question, one needs a multitude of variables that may influence the
grant decision - as suggested by various theories: variables representing merit (such as
scholarly performance), but also variables bring in bias, such as personal characteristics
(gender, age, nationality, university of PhD degree). And some in-between variables,
such as the quality of the applicant's network. We use the SMS platform for
preprocessing, for converting into RDF, for entity recognition and for linking. These
variables come from a variety of data sources:
-

Bibliometric performance scores: Web of Science (TXT)
Quality of the applicant's network:
- Organizations mentioned in the CV (PDF)
- Ranking of those organizations from Leiden Ranking (Excel)
5

-

Earlier grants: from CV (PDF)
Host institution from admin file (Excel)
Ranking of host institution from administrative file (Excel)
Personal characteristics from admin file (Excel)
Evaluation language: Term extraction from review forms (PDF)

Geo-services
An interesting possibility is linking through geo-location: if two entities have the same geolocation, they may be related (or identical). Geo-locating has an additional advantage, as it is
also an instrument to enrich data: many other (open) datasets provide variables that are
measured at some level of geographical aggregation: e.g., environmental data, educational
data, or socio-economic data.
In order to exploit these linking and enriching possibilities, the platform provides a variety of
geo-services. The geo-services system is based on a series of open geo-resources, such as
GADM 3, OpenStreetMap 4 and Flickr geotagged data 5. By integrating these geo-resources, the
service can give for an entity’s address the geo-location up to 11 different levels (Figure 4).
We illustrate this with an example of a service to determine the geographical location if one
knows an address (or even only an organization name). As shown in Figure 5, in the top left
part of the screen the address “Vrije Universiteit Amsterdam” is inserted, and the application
has as output various maps and, in the bottom right, the geo-characterization of the inserted
address at eleven levels.
Figure 5 shows the various administrative boundaries for the geocoded address. in this case,
level 8 represents LAU 2 (Local Administrative Unit). The platform can be used to do this for
large(r) amounts of addresses, and the output then is not on the screen, but in a tabular form.
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For this purpose, the SMS platform provides a spreadsheet add-on where users can enter a
(long) list of addresses to be geocoded. In the future we aim at adding different distance
concepts, such as travel distance (time, frequency, price, etc.) as part of the innovative SMS
geo-services.

Figure 4: Mapping administrative boundaries using open geo-resources
The advantage of this service is twofold. Firstly, through location of an entity (e.g., a
university) within a given administrative boundary (e.g., a municipality), one can link the
entity to other (e.g., statistical) data available at that geographical level. For example,
National Statistical Agencies like Statistics Netherlands (CBS) 6, and international
organizations like OECD and Eurostat, publish many socio-economic, population, transport,
environmental, and other data at several spatial levels such as regions, provinces,
municipalities and neighborhoods.

6

https://www.cbs.nl

7

Figure 5: Geo-locating services

Figure 6: Interlinking administrative boundaries to existing Linked Open datasets
Secondly, interlinking these statistical data with geographical data from administrative
boundaries, alternative geographical schemas similar to OECD’s Functional Urban Areas can
be provided. For example, indicators such as population, living costs, income, facilities,
power consumption, can be taken into account for defining the (administrative) geographical
boundaries. This enables a researcher to create tailored geographical boundaries defined in
terms of the characteristics he/she considers relevant. As shown in Figure 5 for the
Netherlands, different levels of boundaries are extracted which can be mapped to statistical
data provided for those boundaries. Figure 6 shows the links between the extracted
boundaries and open datasets such as DBpedia, WikiData and GeoNames.
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Data enrichment through geo-location: An example
As explained, one of the objectives is to integrate different science and technology datasets
with open data, using geographical mapping. How would that look like? As a use case in
this direction, we investigate the effects of socio-economic and structural properties of
urban areas on the level of innovative activities, as stimulated by recent research and
innovation policies in the Netherlands. As the focus of this paper is not the use case as
such, but the SMS-platform, we only describe it briefly.
The new policy in the Netherlands is oriented at the 'top sectors' of the economy, which
were selected after consultation of policy makers, representatives of the research system,
and entrepreneurs in the country. After selecting these 'top sectors', a large part of public
research funding was devoted to this new policy. Consortia can apply for funding, and they
should exist of companies and research organizations (such as universities) with a company
as main applicant. Because of this context, the funded projects can be considered as a
useful representation of RTD (Research Technology Development) collaboration for
innovation. In this case we are interested in the geographical properties of these consortia.
In order to investigate this, one needs data about the projects and data about the
characteristics of the relevant geographical units. These data are available as open data. In
this case, the following open datasets are deployed:
- RVO dataset 7 providing a list of research and innovation projects that have received
subsidies and financial support from the Netherlands Enterprise Agency
(Rijksdienst voor Ondernemend Nederland). Projects information includes
companies and research institutes that are collaborating in the project, but also the
geographical coordinates of the project main applicant.
CBS dataset 8 published by the Statistics Netherlands provides different types of
statistical information on dimensions such as labour and income, economy, society
and regional aspects of municipalities and regions in the Netherlands.
As one does not know ex ante what the level of geographical organization of the consortia
is, we need to define the ‘geographical containers’ in different ways. That would enable us
to find out at what geo-level these consortia are in fact organized. Then we can identify the
relevant characteristics of these geographical 'containers' of the projects. As an example,
we first calculated different sets of Urban Areas based on different statistics provided by
the CBS dataset and different levels of open administrative boundaries. Figure 7 shows the
delineation of these Urban Areas through (i) the population size, (ii) the number business
establishment and through (iii) combinations of these two indicators at the municipal level.
The geo-location service enables the user to put different weights on different indicators
when delineating the boundaries, which could be used for an analysis of the role of specific
factors. Boundaries typically differ when defined by different characteristics. When
compared with the OECD FUAs 9, the adaptive Urban Areas take into account additional
7
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regions (administrative boundaries). Figure 7 show the different maps of urban areas that
result from different definitions. The darker the area is, the higher the score on the variables
used to define the Urban Areas.

Figure 7. An example of the adaptive delineation of FUAs for the Netherlands based on
the open statistical data (populations, business establishments, hybrid and OECD).

10

Figure 8. Amount of RVO project subsidies mapped to the dynamically delineated FUAs
defined based on the CBS open statistical data and OpenStreetMap boundaries.
In the second step, geographical coordinates of projects are mapped to these Urban Areas.
Fig. 8 shows the result of the mapping where frequency of the projects is highlighted:
(again) the darker the color, the higher the number of awarded projects in that area.
As can be seen when comparing Figure 7 and Figure 8, by far not all (Functional) Urban
Areas have projects. But more importantly, the different ways the Urban Areas are defined,
lead to different outcomes. Using the OECD FUAs (bottom-right map in Figure 8), or the
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population density based FUA (top-left map), one would miss some of the relevant areas.
We plan to improve the underlying algorithm to be able to closely reproduce the OECD
FUA. Moreover, we plan to use geographical data from GADM, instead of
OpenStreetMap, which we used for this case study, to improve the mapping of projects (cf.
see Figure 4). In the case study we identified hybrid FUAs by selecting the 35 areas that
contain most population and businesses. This decision was made in order to compare to the
35 OECD FUA areas. A selection based on more criteria and more or less than 35 areas
will yield outcomes that are more relevant for different research questions and possibly also
an outcome that is closer to the OECD FUAs.
After identifying the spatial dimension of the project consortia, one may aim to find out
whether the ‘geographical containers’ share socio-economic or other factors, in which they
differ from less innovative areas. In this example, we only mapped the geo-location of the
main applicant in each of the consortia. In a next step, we will also include the geo-location
of the other partners in the projects.

Category services
As datasets may use different category systems for the attributes, linking data requires a
mapping of these category systems or ‘vocabularies’ (Figure 9). A good example are the
different category systems that are used for classifying research fields, e.g., in the Web of
Science and in OECD R&D statistics; or different geographical schemas used for describing
locations e.g. ISO country codes such as ISO Alpha-2, Alpha-3, and Numeric Country Codes.
A category service would enable the data user to select which classification he/she wants to
use. And the system would then do the mapping between the different classifications. For
this, we deploy existing vocabularies available on the web. One can also think of other
classification schemes that can be mapped, e.g., of professions, of jobs, of types of
organizations, and so on. As many developments are taking place, the SMS platform may use
what is available within the RISIS project work is done on classifications of companies, and
of research organizations. The RISIS metadata system will be of help here.

Improving data quality
Linking can also be used to improve quality of the data. Linking the two sets may increase the
number of variables, but also may reveal discrepancies in variable values, and the user should
then be able to decide what the more reliable source is. Quality improvement follows from
detecting value differences or similarities between datasets. Quality assessment using among
other provenance will be implemented too: What was done with the data, and how. This
should be transparent for the user.
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Figure 9: Integrating vocabularies

Metadata
The platform provides access to a variety of datasets, of which some are open, some are
proprietary and require e.g., subscription, and some are confidential. The platform offers a
metadata system, which is also linked to open data in order to have advanced search facilities
even on data that are not publicly available.
The metadata system is also a tool to support data integration, due to the fact that the dataset
owner is stimulated to use URLs in the metadata (Figure 10). And it is supported by the
category services discussed above. (For more details: Idrissou et al (2016).

Figure 10: The RISIS/SMS metadata system

The metadata creator/editor
The RISIS dataset holders describe their datasets in a detailed, consistent and uniform way,
store the description and sometimes modify the stored metadata. On top of that, they have to
13

model the description in RDF, a data model that they are often not familiar with. To stimulate
non-Semantic Web users to generate valid RDF metadata descriptions, we designed a novel
user-friendly editor. The editor covers the following categories of metadata:
●

●

●

●

●

●

●

●
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General. For an overview of a dataset, the metadata provides information that specify
the source from which the dataset was derived, the title of the dataset, the language of
the dataset, its version, its geographical coverage, its textual description, the
keywords which describe the main topic of the dataset, the home page where further
information about the dataset could be found or other related pages that are not the
dataset’s homepage but yet provide information on the dataset. A nice feature is the
use case property, which provides access to published work derived from the RISIS
datasets.
Temporal aspects. Various temporal related information associated with an event in
the life-cycle of a dataset is covered in the vocabulary. Such type of information
concern data collection date, time coverage of the data itself, created date, issued
date, modified date, started date and ended date.
Content. To address the content of a dataset, metadata provides ways for users to
have an idea on the type of resources present in the dataset by describing the entity
types present in the dataset, by providing example of a resource and, by providing a
sample of the dataset with all its properties. Likewise, it provides tables of all
abbreviations, classifications and vocabularies used in the dataset and their respective
descriptions.
Structure. Information about the structure of a dataset describes the name of the
tables in the dataset, the number of records contained in a table, the different
attributes covered by a table. It also specifies whether the dataset is a partition. If it is
a partition, it provides information on whether the partition is an entity type-based
partition or a attribute-based partition.
People. The metadata describes the contributor, the creator or the publisher of a data
by giving their respective contact information and, names in different flavors: short,
long and preferred.
Technical aspects. RISIS metadata provides information about the dataset model
used. This informs on whether the dataset follows the traditional tabular model
(Relational, Spreadsheet, etc.) or the graph model (RDF). It also covers other
information such as the format and the size of the dataset.
Access. To inform the data consumer on how to access or query the data, the
metadata provide information such as the opening status which notifies whether the
data is open for visit, access type which specified whether the data can be visited,
requested or both or whether the data is access free. In addition, it provides access
URL which is information on the landing page, feed, SPARQL endpoint or other type
of resource that grant access to the distribution of the dataset and, the data download
address which is information on the location of the dataset for download.
Legal aspects. The legal aspects of a dataset is covered by the RISIS metadata
through a license which explicitly determines the terms under which a dataset can be
used, rights which provides information such as property and intellectual rights
associated with the data, terms of use which describe non-binding conditions, access

conditions and visit conditions which respectively describe the conditions in which
end-users can access or visit a dataset, and Non-Disclosure Agreement (NDA) which
specifies conditions of access to confidential information which would need signing a
NDA with the dataset holder(s).
In order to provide a Linked Data-based User Interface (UI), we adopted our componentbased UI framework called Linked Data Reactor (For more details: Khalili et al (2016). We
implemented all the following features which were extracted from the requirement analysis
and interviews with RISIS dataset holders:
●

●

●

Render metadata properties in different categories. The user interface in designed in
a modular way: It groups metadata information in different categories for separation
of concerns.
Avoid presenting to the user technical metadata properties. To emphasize on the
generic aspect of the interface, we avoid displaying technical terms attached to
certain properties. For example, instead of displaying technical metadata properties
such as RDF Dump, Access URL (Uniform Resource Locator), and Byte Size, the
interface respectively displays user-friendly alternative words such as Data Download
Address, Access Address and Dataset Size.
Support metadata properties with hints. To understand the meaning of the metadata
properties provided by the interface, a hint is associated to each metadata property.
The hint provides a description for the property to avoid confusion or ambiguity.

The workflow
From the users’ perspective, the platform does two things. Firstly there is the workflow to
identify data needed by the user to do a research project. This goes from identifying the
entities and the variables (properties) needed. Through the metadata search the relevant
datasets can be selected. If access can be given, steps follow like classification matching and
disambiguation, and then the data can be integrated. The workflow is represented in Figure
11.

Figure 11: The users workflow
Secondly, when the integrated data are available, the user wants to have a specific dataset to
do the analysis and visualization. (Standard) queries are provided to get the required data into
the required format. This sounds simpler than it is, but experience with other data integration
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platforms show that the user needs support by data specialists to query the platform. This
suggests that SMS / RISIS is indeed more an infrastructure than a tool. The output can have
various formats, to enable deployment of general or specific analytical tools.

The faceted browser
The faceted browser enables exploration of datasets, in order to get a more qualitative feeling
for the data. Figure 12 depicts faceted browsing of a project grant dataset. Users can explore
the properties of resources in a dataset (top-left facet in Figure 12). Each property that is
selected introduces a new facet in which users can select a specific value or range of possible
property values, and thereby filter a subset of the resources (rightmost facet in Figure 12)
based on specific properties. In Figure 12 the user has filtered resources (i.e., data element;
individual grants) based on specific values for properties totalCost of the grant (bottom-left
facet), grant Type (mid-top facet), and the topic of grants (mid-bottom facet). A subset of 154
out of 19,145 total resources in the dataset is filtered out and shown in the rightmost facet in
Figure 12 based on the applied filters. Individual resources can be investigated in depth by
clicking on their name, e.g., "grant_633152".
Faceted browsing is particularly useful when users want to explore the dataset a dataset via
multiple entry points, or when users do not know what they are looking for beforehand. It
allows users to explore the space of potential items by choosing the reﬁnements, i.e., filtering
of data properties, in any order. This helps users to analyze the data and prepare for a largescale quantitative study of the dataset, or a study in which multiple datasets are linked
together based on the properties previously explored in the faceted browser.

Figure 12. An example of SMS faceted browser
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Another use of the faceted browser is searching for information for more qualitative studies.
The linked nature of the data enables users to search for rich information about the resources
they are interested in. For example, each of the 154 resource elements (grants agreements)
shown in the right facet of Figure 12 can be clicked on, and this shows the title of the grant,
its participants, its duration, legal basis, funding scheme, objective, participants, topic, etc.
The faced browser allows a researcher to filter the 154 grants in Figure 12 based on their total
cost, and then find details that helps the researcher to perform a qualitative study of grant
agreements in a specific cost-range in terms of legal status, topic of research, objectives, etc.

Analytical tools
The main output of the SMS platform will be a set of services to access to the enriched and
integrated data for further analysis.
Output can be fed into several analytical tools, among others the RISIS-Cortext platform
(www.Cortext.fr) for analysing textual data. RISIS-Cortext proposes several types of analysis,
going from basic statistics to fine-grained network community analysis, made available to the
user according to the chosen corpus type. A specific SMS interface is under development to
connect the SMS platform to the Cortext platform. Output of the SMS platform is also
available in formats that enable further analysis with the common tools for statistical analysis,
network analysis and so on.

4. Conclusions
Technological advances have stimulated the development of natural science (De Solla Price
1984). New data integration and data enriching infrastructures may do the same for the social
sciences (Christakis 2013).
We described the architecture and functions of the SMS platform, with emphasis on the use of
open data, on data integration, and on geo-location. We expect that the SMS platform will
enable research within the STI field that was not possible before. Existing STI studies are
either rich but small scale (qualitative case studies) or large scale and under-complex. The
SMS platform introduces support for the integration, analysis, and visualization of large
datasets. This in turn allows for more large-scale STI studies involving the use of more
interlinked and enriched data, and many more variables than traditionally has been the case.
Two case studies illustrate the practical use of the SMS platform's features to answer research
questions. Many parts of the platform are already implemented and tested. Currently we are
finalizing the beta-version of the platform, and according to the current planning, the SMSplatform will be available for users before the end of 2016.
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